Co‐funded by the Horizon 2020
programme of the European Union
h2020mirror.eu

MIRROR
Migration‐Related Risks caused by
misconceptions of Opportunities and Requirements

Grant Agreement No. GA832921

Deliverable D7.1

Work‐package

WP7: Architecture and Information Model

Deliverable

D7.1: MIRROR Architecture and Integration Plan

Deliverable Leader

EURIX

Quality Assessor

FOI

Dissemination level

Public

Delivery date in Annex I

M6, November 30, 2019

Actual delivery date

November 30, 2019

Revisions

1

Status

Final

Keywords

MIRROR Architecture, Components, Continuous Integration

MIRROR

Deliverable 7.1

Disclaimer
This document contains material, which is under copyright of individual or several MIRROR consortium
parties, and no copying or distributing, in any form or by any means, is allowed without the prior written
agreement of the owner of the property rights.
The commercial use of any information contained in this document may require a license from the propri‐
etor of that information.
Neither the MIRROR consortium as a whole, nor individual parties of the MIRROR consortium warrant that
the information contained in this document is suitable for use, nor that the use of the information is free
from risk, and accepts no liability for loss or damage suffered by any person using this information.
This document reflects only the authors’ view. The European Community is not liable for any use that may
be made of the information contained herein.

© 2019 Participants in the MIRROR Project

Page 2 (of 35)

h2020mirror.eu

Deliverable 7.1

MIRROR

List of Authors
Partner Acronym

Authors

EURIX
LUH
SAIL
CERTH
RUG

Francesco Gallo, Germano Russo
Erick Elejalde, Miroslav Shaltev
Gerhard Backfried, Erinc Dikici
Vasileios Mezaris, Alexandros Pournaras
Jeanne Pia Mifsud Bonnici

© MIRROR

Page 3 (of 35)

MIRROR

Deliverable 7.1

Table of Contents
Executive Summary

6

1 Introduction

7

1.1

Relationship with Other Deliverables . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

7

1.2

Requirements Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

8

1.3

Structure of the Deliverable . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

9

2 MIRROR Framework Architecture

10

2.1

System Context . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

11

2.2

System Containers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

12

2.2.1

Client Applications and Role of the API Gateway . . . . . . . . . . . . . . . . . . .

13

2.2.2

The Role of Integration Adapters . . . . . . . . . . . . . . . . . . . . . . . . . . .

17

System Components . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

18

2.3.1

Components of the Data Manager and Message Handler Containers . . . . . . . .

18

2.3.2

Components of the Analysis Tools Containers . . . . . . . . . . . . . . . . . . . .

19

2.3

3 Integration Plan
3.1

3.2

21

Integration of MIRROR Framework Components . . . . . . . . . . . . . . . . . . . . . . .

21

3.1.1

Text Analysis Components . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

22

3.1.2

Visual Media Analysis Components . . . . . . . . . . . . . . . . . . . . . . . . .

23

3.1.3

Cross‐media Network Analysis Components . . . . . . . . . . . . . . . . . . . . .

25

Framework Middleware and Other Components . . . . . . . . . . . . . . . . . . . . . . .

26

4 Continuous Integration Environment
4.1

4.2

28

Agile Development . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

28

4.1.1

Remote Working in Agile Software Development . . . . . . . . . . . . . . . . . .

28

4.1.2

Continuous Feedback and Time‐Boxing . . . . . . . . . . . . . . . . . . . . . . .

29

4.1.3

Collaborative Tools . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

30

Continuous Integration Pipeline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

30

5 Conclusion

33

6 References

34

Page 4 (of 35)

h2020mirror.eu

Deliverable 7.1

Glossary

© MIRROR

MIRROR

35

Page 5 (of 35)

MIRROR

Deliverable 7.1

Executive summary
The initial design of the overall MIRROR architecture is presented. The development of the MIRROR frame‐
work with the proposed Agile approach and the setup of a continuous integration environment is also dis‐
cussed. The main input is provided by the requirement analysis (WP2): the identification of the prioritized
personas, user scenarios/stories and requirements has been used as the starting point for the design of the
MIRROR system.
For the design of the MIRROR architecture a flexible approach has been adopted: since the whole system
will be developed and deployed iteratively, based on the prioritized user requirements mentioned above,
the proposed architecture is based on core concepts such as modularity, loose coupling among compo‐
nents, flexibility and scalability. Moreover, following the Agile practices, no complete upfront design of the
architecture has been performed, but a drill‐down approach is proposed, in order to highlight the different
views of the project, providing information at different levels of details, from the system context to compo‐
nent description. In this way the architecture can be shared among the different partners and used to raise
awareness about the MIRROR system.
In a nutshell, the MIRROR framework provides a set of APIs for the development of user applications and
integration of existing external systems, and integrates a number of analysis tools in the form of microser‐
vices, consuming the data collected from the different sources and storing the analysis results in a secure
and legal way.
A crucial aspect in the design of the architecture is related to security and privacy, and in particular the
protection of sensitive data is being addressed with particular care. In the design of the architecture we
adopt the security‐by‐design principle, in order to include the requirements related to security and privacy
in the design already from the beginning, rather than implementing additional layers later. The result is a
multi‐layer architecture where the communication between the different services and the data storage and
access is secured and based on a modular approach.
Concerning the integrated components, the proposed architecture is based on the current understanding
and awareness within the project of the user requirements and of the different analysis tools which will be
provided by the technical WPs. The MIRROR architecture is not intended as an upfront static design, but
will evolve during the whole project lifetime. For each component in the system a draft description of the
role, integration mechanism and deployment is provided. The configuration of a continuous integration
environment will support the integration of new functionalities and the collection of continuous feedback
from the users.
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Introduction

This document describes the first version of the MIRROR architecture, integrating the analysis tools devel‐
oped in the technical WPs into a coherent and flexible framework which can be deployed and tested by
the users. The delivery of the MIRROR framework in terms of a legally compliant and societally acceptable
system is one of the core outcomes expected by the project, along with the integrated tools for migration‐
related perception and threat analysis, based on the media analysis methods developed in the project.
In the following we describe both the overall system and the different tools, based on the current under‐
standing within the project. They will evolve during the whole project lifetime, based on user feedback and
testing: the integrated tools will be developed and improved, the users in the project consortium will test
the system as a whole or the different components for specific scenarios, and a number of public demon‐
strations of the running system will be provided to a broader audience during the project pilots.
In such a dynamic context, the focus of the project has been on trying to identify as clearly as possible the
first high‐priority scenarios, sharing and discussing them in the consortium, while the development team
designed the first view of the system with all expected components, choosing the most flexible approach
to be open to future changes, leveraging best practices in the IT software projects.
The development approach proposed in MIRROR leverages Agile methodology [Beck et al., 2001] and De‐
vOps practices [Kim et al., 2016], which are nowadays considered the gold standards for managing and deliv‐
ering successful IT projects. On one hand the Agile methodology discourages huge upfront design followed
by development, deployment and testing phases in a waterfall manner, in favour of short release cycles
with an incremental deployments integrating focused high‐priority requirements based on user feedback.
On the other hand, the IT infrastructure supporting an Agile approach must rely on technologies for soft‐
ware lifecycle automation and best DevOps practices, in order to enable the continuous integration of new
functionalities with a fast and reliable deployment mechanism, in order to provide the users with new re‐
leases and foster a collaborative approach where final users test the system since the beginning and return
immediate feedback based on real usage rather than on abstract modeling.
Implementing the approach described above is challenging, but it is crucial for the success of the MIRROR
system in terms of user acceptance, usability and compliance with the project objective. In the following
we describe the proposed development strategy and the technologies supporting this approach.

1.1

Relationship with Other Deliverables

The present document is strongly related to deliverable D2.1 (initial requirements, project month 6), where
the requirements analysis and the prioritized user scenarios are discussed (see the mapping from require‐
ments to design choices summarised in Section 1.2).
Another important relationship with D2.1 relies on the process enabling the collection of users’ feedback,
since from an Agile perspective this is the driving factor for the development of the MIRROR system with
an iterative approach, with multiple incremental releases provided to the user in order to gather feedback
and new requirements based on the new functionalities.
The new requirements may have an impact on the system described in this document: in order to accept
the change in the requirements even when the development is in an advanced status, the architecture
must be flexible enough, conceived in a modular way, leveraging a well designed API to allow changes in
the different components without disruptive effects.
© MIRROR
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In addition to this, the architecture is the starting point for the development of the MIRROR framework pro‐
totype, hence this deliverable provides input to deliverables D7.3 (first prototype, project month 14), D7.5
(second prototype, project month 30) and D7.6 (third prototype, project month 36), which will describe the
three major releases of the MIRROR framework, respectively.
Also, there exists a connection between D7.1 and the work of WP10 concerning the system pilots: the
continuous integration environment and the related DevOps technologies described in the following will
be used for the prototype deployment, including pilots.
Finally, it is worth noticing that the guidelines provided in WP3 for what concerns security and data privacy
have influenced the design of the MIRROR architecture fostering a security by design approach, in order to
take into account such aspects from the beginning of the development process.

1.2

Requirements Analysis

The requirements presented in deliverable D2.1 in Section 6.2, “Summary of requirements”, constitute the
input for the overall project work.
The functional requirements (FR) listed in D2.1 are also reported here below for convenience:
FR1 Detecting misinformation campaigns (related to migration)
a. social media analysis for detecting campaigns
b. bias detection
c. Image analysis (concepts)
d. analysis of influential users (SNA)
e. analysis of campaign impact
f. matching of similar campaigns
FR2 Validation of information
a. detection of fake images and videos
b. bias detection
FR3 Risk and threat analysis (still to be refined in collaboration with WP9)
a. methods for linking signals/evidences to risks and threats
FR4 Social Media and media analysis with specific topic and regional focus
a. regional filtering
b. filtering by demographic information
c. multilingual analysis
d. analysis of different media
e. aggregation of information on specific topic
f. event and trend detection
g. Dashboards/information visualization
FR5 Methods for summarisation and aggregation
FR6 Report generation
FR7 Perception analysis
FR8 Export functionalities
FR9 System administration functionalities (e.g. access rights)
FR10 Dashboard as UI
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Also the list of constraint requirements (CR) from D2.1 is summarised here:
CR1 Multilinguality
CR2 Involvement of experts
CR3 Interaction with other systems
CR4 Transparency
CR5 Roles and access control
CR6 Legal compliance
CR7 Frequent information update

As indicated in D2.1, some of the above requirements have an impact on WP7 and hence have been taken
into account in the architecture design process. The mapping of those requirements to design choices and
foreseen implementations is summarised in Table 1. This table also provides references to the parts of the
document where the different design choices are presented.
ID
FR9, CR5
CR6

FR10

Requirement
System administration functionalities (e.g.
access rights)
Legal compliance (e.g. privacy by design)

Impact on design
Administration Console (Section 2.2.1)
Internal and external system interactions via HTTPS and token‐
based authentication and authorisation (Section 3.1), API Gate‐
way (Section 2.2.1), Secure Data Vault, Activity Logger, data
pseudonymisation (Section 2.3.1)

Activity logging
Dashboard as Graphical User Interface
(GUI)

Activity Logger and Secure Data Vault (Section 2.3.1)
Dashboard (Section 2.2.1)

Source selection support via GUI

Data Collector configuration available on Administration Console
(Section 2.3.1)
Foreseen drill‐down mechanism in Dashboard: information back‐
tracking from Reporting Database to Media Storage and — when
the appropriate authorisation is provided — to Secure Data Vault
(Sections 2.2.1 and 2.3.1)
Domain Expert feedbacks are accounted for (Section 2.1), but do
not correspond to dedicated system components so far
Information in Reporting Database presented to the user via
Dashboard and exportable as reports in a configurable way (Sec‐
tion 2.2.1)
Provided by API Gateway, possibly to External Systems (Sec‐
tion 2.2.1)

CR4

Tracking back results to evidences

CR2

Involvement of experts

FR6

Report generation

FR8, CR3

Export functionalities, Interaction with
other systems

Table 1: Mapping of requirements impacting on WP7 to system architecture and design choices.

1.3

Structure of the Deliverable

The document is organized as follows: the MIRROR architecture with different levels of detail (context,
containers, components) is described in Section 2; the different components provided by the technical WPs
and their integration in the MIRROR framework are reported in Section 3; the Agile development approach
and the continuous integration environment proposed for the design and implementation of the MIRROR
system is summarised in Section 4; finally, the results presented in this document and the next steps are
summarized in Section 5. The document also includes a Glossary with the acronyms used in the text.
© MIRROR
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MIRROR Framework Architecture

This Section provides an architectural view of the MIRROR system. It identifies the main components and
tools to be developed in the project and describes the way such building blocks are to be integrated in a
coherent framework, in order to enable the use cases presented in D2.1.
The design choices presented in the following will be further refined and/or reviewed in the forthcoming
Agile iterations during the system development.
The C4 model methodology [Brown, 2019] has been adopted to describe and visualise the architecture of
the MIRROR framework. The C4 model prescribes to represent the static structures of a software system
with a hierarchical set of software architecture diagrams for Context, Containers, Components and (op‐
tionally) Code (the four C’s that give the C4 model its name). The four diagrams correspond to different
abstraction levels following a top‐down approach, from the high‐level view of the context in which the
system operates down to the main code structures that implement each of the system components.
As represented in Figure 1, following the C4 model terminology a software system is made up of one or
more containers (web applications, mobile apps, desktop applications, databases, file systems, etc.), each
of which encompasses one or more components, which in turn are implemented by one or more code
elements (e.g., classes, interfaces, objects, functions, etc.).

Figure 1: The C4 model describes a software system as a hierarchical set of containers, components and code ele‐
ments

The C4 model is not compliant to the Unified Modeling Language (UML) [OMG, 2019], but inherits a simpli‐
fied version of its underlying concepts and notations. For a comparison between C4 model and UML please
refer to [Brown, 2019]. Besides, the C4 model is mostly focused on the description of static structures and
therefore C4 diagrams are expected to be complemented with UML state diagrams, timing diagrams, etc.
The C4 diagrams presented in the following paragraphs have been generated using the C4‐PlantUML tool
[Niepel, 2019]. Pure UML diagrams for further documenting e.g. the dynamic behaviour of the MIRROR
framework can produced with the PlantUML tool [Roques, 2019] and will be included D7.3.
Page 10 (of 35)

h2020mirror.eu

Deliverable 7.1

MIRROR

In the following we describe the MIRROR framework according to the C4 model approach: Section 2.1
describes the context in which the MIRROR framework will operate and its interactions with external entities
(e.g., users); Section 2.2 delineates the high‐level shape of the MIRROR framework architecture and how
responsibilities are distributed among its containers; Section 2.3 expands some of the containers to identify
their building blocks (i.e., components) and their interactions.

2.1

System Context

Figure 2 presents the entities that will interact with the MIRROR framework, according to what has emerged
from the analysis of user scenarios and stories, as reported on in deliverable D2.1.

Figure 2: MIRROR framework ecosystem presented in a C4 model System Context diagram

The MIRROR system will collect and analyse data, based on scraping the ensemble of traditional and social
media sources, as described in the Data Sources block of Figure 2.
The MIRROR framework is intended to be primarily used by European Intelligence Analysts (e.g. the per‐
sonas Aukje, Gunther and Henrietta in D2.1) to monitor and analyse relevant migration‐related media ac‐
tivities, identify misconceptions and threats, and then plan counter‐actions at a strategical level.
© MIRROR
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According to D2.1, the other potential users which were identified, but were given lower priority, are:
◦ EU Migration Policy Makers / NGOs (e.g. personas Bob, Hans and Lisa in D2.1);
◦ EU Border Trainers, that is, actors preparing people for interacting with migrants (e.g. personas Volk‐
mer and Alicia in D2.1);
◦ EU Border Trainees, that is actors working at the border or directly with migrants (e.g. personas Tom
and Jane in D2.1).
In addition, two administrative roles are envisaged:
◦ the role of Domain Expert, that is, a person with the necessary skills to check the validity of the
MIRROR framework results, providing feedback;
◦ the role of System Administrator, as common to many software systems, in charge of configuring
access, roles and permissions for users and external systems, as well as for fine tuning system config‐
uration for a particular production environment.
Besides human users, also External Software Systems are foreseen as possible clients of the MIRROR frame‐
work. As an example, existing Open Source Intelligence (OSINT) tools might be extended to incorporate the
information retrieved and processed by the MIRROR system.

2.2

System Containers

The chosen architectural pattern is the consolidated Microservices Architecture (MSA), a variant of the
Service‐Oriented Architecture (SOA) structural style, which enables the implementation of a distributed
system in terms of a collection of loosely‐coupled, fine‐grained services, interacting via lightweight, agnostic,
standard protocols. Modularity is a key characteristic in the MSA and gives important benefits well in line
with the project needs and the selected work modality, such as:
Distributed development It parallelises development by enabling small autonomous teams to develop,
deploy and scale their respective services independently.
Integration flexibility It facilitates the integration of heterogeneous and legacy systems, thanks to the loose
coupling between services.
Fine‐grained data access It effectively splits functional responsibilities, thereby allowing each microservice
just the minimal data access rights it needs for performing its task, which is a key precondition for
enforcing data protection and privacy.
Automation It facilitates continuous delivery and deployment, since it enables the frequent release of
decoupled functionality improvements, which can be developed and deployed independently.
Figure 3 presents the main constituents of the MIRROR framework with a high‐level, C4 model Container
diagram. As shown, the exchange of messages between the MIRROR framework microservices is performed
via a container called Message Handler.
Page 12 (of 35)
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This messaging pattern is well established, since it allows to overcome some of the typical challenges en‐
countered when employing the MSA, namely that it provides a centralised way to log interactions and
handle microservices, errors and failovers. Moreover, a message broker offers message buffering, (usually)
provides a routing mechanism and supports a variety of synchronous/asynchronous communication pat‐
terns including request/reply, notifications, publish/subscribe, etc. The discipline of Enterprise Application
Integration (EAI) based on Enterprise Integration Patterns (EIP) is well established and has proven to be
successful in small to large size enterprise‐grade systems.
The most relevant microservices connected to the Message Handler are those in charge of analysing the
media data collected from the different sources. These are the analysis tools developed within WP4 (Text
Analysis container), WP5 (Visual Media Analysis container) and WP6 (Cross‐Media Network Analysis con‐
tainer). Such tools will retrieve the input data and then store and share the results of their processing in a
Media Storage container, which can be implemented with different storage technologies, such as Network
Access Storage (NAS).
Another container served by the Message Handler, the Data Manager, is in charge of continuously collecting
data from the various social media platforms and media channels and store them in the Media Storage. The
Data Manager also takes care of extracting, whenever possible, sensitive information from the data to be
analysed; such sensitive content is sent by the Data Manager to the Secure Data Vault, a storage which is
intended to provide higher security safeguards. The Secure Data Vault is also employed by the Message
Handler to log all the exchanged messages for auditing purposes.
Once the analysis tools have completed their processing, the resulting tagged, summarised and indexed
media contained in the Media Storage can be accessed to perform different investigations over data, ac‐
cording to the user’s requests. In the current system vision, such post‐processing is realised by the Cross‐
Media Network Analysis container, which then stores the results in the Reporting Database. However, in
the final version of the MIRROR framework architecture other post‐processing containers will presumably
be identified in order to support the implementation of additional use cases (i.e., selective data retrieval,
statistical data analysis, and report creation).
The information available in the Reporting Database and in the Media Database is then accessed and pre‐
sented by client applications (please refer to Section 2.2.1 for details on which type of client applications
are foreseen to be provided and supported). Client applications interact with the MIRROR framework mid‐
dleware through an API Gateway, which implements the necessary security measures.
The presence of architectural elements such as the Secure Data Vault and the API Gateway is an expres‐
sion of the “data protection and privacy by design” principles. Other design precautions to guard against
unintended system uses will be presented in the next Sections.
2.2.1

Client Applications and Role of the API Gateway

As shown in Figure 4, the foreseen client applications are two:
1. An Administration Console, used by the System Administrator to:
(a) create user accounts in the Administration Console or in other MIRROR framework client appli‐
cations (i.e. the Dashboard application);
(b) setup the access rights of each user with respect to the MIRROR framework functionalities and
data, thereby influencing the set of operations and the amount of information available to the
user via the client GUI;
© MIRROR
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(c) configure the behaviour of the MIRROR framework, setting the parameters it exposes through
its Application Programming Interface (API), for instance to define data sources or to specify the
data retention time;
(d) get an overview of the operational status of the MIRROR framework and check for the occur‐
rence of issues in the data processing.
2. A Dashboard, used by users to:
(a) inspect the statistics generated by the MIRROR framework;
(b) perform search queries to gather a portion of the collected and processed data;
(c) trace back from presented analysis results to the raw data that have originated them;
(d) create reports.
Besides the client applications mentioned above, the information provided by the MIRROR framework could
also be integrated in external applications, such as existing or legacy system used by the users in their daily
activity.
The client applications interact with the MIRROR framework through the REST API exposed via HTTPS by
the API Gateway container. The access to the API is granted through token‐based authentication. The token
payload handles authorisation information such as user roles and permissions, and specifies the resources
accessible by the user.
Requests for configuration setup or execution of analysis are dispatched by the API Gateway to the Message
Handler; requests for data retrieval are instead directed towards the Media Storage and the Reporting
Database, possibly with the intermediation of an indexing engine.
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Figure 3: MIRROR framework presented with a C4 model Container diagram
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Figure 4: Uses of the MIRROR framework by client applications through the API Gateway security layer, presented
with a C4 model Container diagram
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The Role of Integration Adapters

The Adapter integration pattern will be used to guarantee the necessary flexibility in the integration of
microservices. Figure 5 presents the use of Adapter components to put a component (Microservice B in
the figure) in communication with the Message Handler and the data storage instances.

Figure 5: The role of Adapters in the integration of MIRROR microservices presented with a C4 model Container
diagram

Such use of Adapters might actually be skipped if the microservice itself can be adapted to interact via
the APIs exposed by the Message Handler and the involved storages (as depicted for Microservice A in the
figure). However, this is not always possible: there are cases in which those to be integrated are off‐the‐
shelf tools or legacy software items that impose their own REST API, or components that are in use also in
other contexts for which a modification of their interface is not sustainable. In these situations an Adapter
is developed to:
◦ wait via the REST API exposed by the Message Handler for notifications and requests addressed asyn‐
chronously to the microservice;
◦ transform those notifications and requests in terms of calls to the microservice REST API;
◦ provide as input to the microservice the data to be processed, after retrieving them from the related
storage;
◦ possibly act as a buffer in the communication and/or convert from non‐blocking to blocking requests;
◦ handle the response of the microservice, loading the output data into the appropriate storage and
notifying the end of processing in the proper Message Handler topic.
In order to meet the data protection requirements stated in D2.1, it is necessary for the microservice REST
API to implement the same security mechanisms employed by the internal MIRROR framework APIs, that is,
the application of data encryption over the communication channel and the use of a robust authentication
and authorisation mechanism.
© MIRROR
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System Components

This Section provides a component‐level description of the containers, based on the current understanding
at this stage in the project lifetime.

2.3.1

Components of the Data Manager and Message Handler Containers

Driven by “privacy by design” considerations, the Data Manager container comprises components which
realise the separation between the storage of sensitive information and the storage of data to be analysed,
with the purpose of limiting the access to personal data only to the authorised subjects (users and tools)
that strictly need to, and restricting the access to the specific information required.
As presented in the diagram of Figure 6, the Data Manager includes a Data Collector component in charge
of the scraping of data from the configured sources1 .

Figure 6: The Data Manager and Message Handler Containers described with a C4 model Component diagram

The Data Collector temporarily stores the retrieved raw data in the Staging Area, a portion of the local filesys‐
tem where data are temporarily accessible by the Data Manager container. Then it notifies via the Message
Broker the presence of the new data to another component called Pseudonymiser. As the name suggests,
the Pseudonymiser is responsible of the application of data pseudonymisation in the Staging Area. This
entails the substitution of all occurrences of real names, surnames and nicknames found in the collected
media with fictitious counterparts, to hinder the tracking of statements and media to their owner’s identity,
1

The MIRROR framework will retrieve sensitive data mostly (or exclusively) from open source data sources.
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while preserving a one‐to‐one correspondence between real and fictitious names. Then the Pseudonymiser
writes the pseudonymised data in the Media Storage, notifying their availability through the Message Bro‐
ker, and stores in an encrypted way the sensitive mappings between real and fictitious names in a separate
secure place called Secure Data Vault.
A blockchain is currently being considered as a possible technology for implementing the Secure Data Vault,
in order to prevent any tampering in the mappings. These sensitive data are retrieved and used only upon
specific requests aimed at revealing the real names behind subjects that — through the use of the MIR‐
ROR framework — are found to perform key roles with respect to migration (e.g. smugglers, promoters
of propaganda campaigns, etc.). This reverse pseudonymisation operation is again to be supported by the
Pseudonymiser and will be part of a dedicated workflow, with the appropriate authorisation checks and
safeguards in place.
These reverse‐pseudonymisation requests transit via the Message Broker and are logged for audit purposes
in a separate instance of the Secure Data Vault by the Activity Logger component, together with all other
operations triggered by users.
In order to further minimise the chance of exposure of sensitive information, the pseudonymised data
stored in the Media Storage is continuously deleted by the Data Eraser, another component of the Data
Manager, after the expiration of a configurable retention time. This progressively reduces the amount of
data connected to the fictitious‐to‐real name mappings stored in the Secure Data Vault, ultimately stripping
the oldest mappings of their sensitive nature.
2.3.2

Components of the Analysis Tools Containers

Figure 7 shows the composition of the containers developed within WP4, WP5 and WP6, which are the Text
Analysis, Visual Media Analysis and Cross‐media Network Analysis containers, respectively.
The Text Analysis container comprises three components that provide the detection and annotation of text
with concepts (Named Entity and Concept Detection component), sentiment attributes (Sentiment/Polari‐
ty/Stance Detection component) and topics (Topic Detection and Topic Evolution component).
The Visual Media Analysis container includes:
◦ the Automatic Speech Recognition component, by which the audio tracks contained in videos are
converted to text that can then be processed by Text Analysis tools;
◦ the Visual Media Annotation and Sentiment component, which performs an image and video analysis
similar to the one carried out by the Text Analysis container, that is, the annotation of concepts related
to Migration‐Related Semantic Concepts (MRSC)s and the sentiment analysis;
◦ the Visual Media Collection Summarisation component is employed after the annotation processes
on text and media is concluded, to summarise the content of collections of interrelated media items.
The processing carried out in the Cross‐media Network Analysis container leverages the results provided
by the Text Analysis and Visual Media Analysis containers. Tools will be provided for:
◦ computing the frequency of (possibly simultaneous) occurrence of selected concepts, topics, sub‐
jects, etc., in the target subset of media items, thereby providing correlation estimates and their
representation via network graphs (Cross‐media Network Construction component);
© MIRROR
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◦ evaluating and reducing bias in media items (Bias Detection and Reduction component);
◦ tracking the evolution of migrants networks (Evolution of Networks and Communities component).

Figure 7: MIRROR analysis tools presented with a C4 model Component diagram
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Integration Plan

As discussed in Section 4.1, the MIRROR consortium is adopting and Agile development methodology, and
therefore an early and continuous delivery to users of working software is foreseen.
The frequent deployment of working solutions for the evaluation by engaged users will be facilitated by the
employment of DevOps methodologies, as is also described in Section 4.
The plan is to identify, by project month 8, in accordance with the users, the minimal set of functionalities
required for the first MIRROR framework prototype release (milestone MS2 at project month 14).
This selection of minimal functionalities will be carried out in parallel with the design of the MIRROR frame‐
work GUI, starting from simple mock‐ups shared and improved iteratively based on feedback, targeting a
first release of the working interface implementing those functionalities.
A responsive web interface will be targeted, also to enable the fruition on different devices. Technologies
such as Angular, React, Bootstrap and similars could be used: these technologies are fit‐for‐purpose for the
designed architecture, where the interaction with the backend is made through REST APIs.
Short, time‐boxed development cycles will then follow, adapting goals on the base of users’ feedbacks.
On the base of the outcomes of the demonstration at project month 13, the whole consortium will then
debate on how to proceed with the development, choosing the next set of requirements to be fulfilled.
The whole process described above it is then expected to be re‐iterated twice in order to reach the second
and the final MIRROR‐framework releases, due at project months 30 and 36, respectively.

3.1

Integration of MIRROR Framework Components

As anticipated in Section 2, the REST API protocol via HTTPS and token‐based authentication/authorisation
have been chosen as the preferred communication modality between components, to be imposed wher‐
ever possible. In some cases the expected interfaces have already been selected, while for most of the
components the work is still in progress.
The process of identifying the different components was based on a survey among all technical partners,
which were provided with a template of the fact sheet. After a few iterations and discussions, for each
identified component a fact sheet was provided by the contributing partner (or partners), describing main
functionalities and reporting information that was considered to be relevant for the integration.
In Sections 3.1.1, 3.1.2 and 3.1.3, the fact sheets collected so far are presented as examples. They refer to
the analysis tools components developed in WP4, WP5 and WP6, which implement the core of MIRROR
data analysis and hence are to become part of the MIRROR framework middleware (see Section 3.2). Its
worth noting that in the following Sections a separate fact sheet is presented for each component, grouped
by container, extending the description given in Section 2.3.2.
This classification will be progressively extended and completed in the next months, the updated compo‐
nent descriptions will be included in the D7.3, D7.5 and D7.6 deliverables as part of the documentation of
the main MIRROR framework releases.
© MIRROR
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Text Analysis Components

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements

Dataset for testing

License

Named Entity and Concept Detection
SAIL
None
WP4
D4.1
Detects and tags named entities in multiple languages in a given text
None
Existing models for several languages
Models are being extended for the migration domain
Probably as Docker image with REST API, integrated through the use of an Adapter com‐
ponent
REST‐API, JSON and/or XML output
First version to be integrated by month 12
C/C++ and PERL, Windows or Linux, Docker
Requires Docker to be installed on the host server. Other software requirements to be
identified. INTEL compatible CPU, 2 cores, 1.6GHz, SSE2, 3 GB DDR3 RAM, 60 GB disk
space, Supported OS: Windows 10, Windows 8, Windows 7, Windows Server 2012 and
2016, all 64‐bit.
Currently using text source data collected by SAIL for other purposes. Data collected by
the MIRROR framework will be needed later for validating the service in the MIRROR
scenarios.
Proprietary (TBD)

Table 2: Named Entity and Concept Detection tool (Text Analysis container, WP4)

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements

Dataset for testing

License

Sentiment/Polarity/Stance Detection
SAIL
None
WP4
D4.1
Annotates a text document with polarity (negative / positive / mixed / neutral), stance
and intensity (a score between −5 and +5)
None
Existing models for several languages, focussing on general news and natural disasters
Models are being extended for the migration domain
Probably as Docker image with REST API, integrated through the use of an Adapter com‐
ponent
REST‐API, JSON and/or XML output
First version to be integrated by PM 12
C/C++ and PERL, Windows or Linux, Docker
Requires Docker on the host server. Other requirements to be identified. INTEL com‐
patible CPU, 2 cores, 1.6GHz, SSE2, 3 GB DDR3 RAM, 60 GB disk space, Supported OS:
Windows 10, Windows 8, Windows 7, Windows Server 2012 and 2016, all 64‐bit.
Currently using text source data collected by SAIL for other purposes. Data collected by
the MIRROR framework will be needed later for validating the service in the MIRROR
scenarios.
Proprietary (TBD)

Table 3: Sentiment/Polarity/Stance Detection tool (Text Analysis container, WP4)
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Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements

Dataset for testing

License

Topic Detection and Topic Evolution
SAIL
None
WP4
D4.1
Mines and tracks topics discussed among migrants and/or about MRSCs across media
channels
None
Existing models for several languages
Selected models are being adjusted/extended for the migration domain
Probably as Docker image with REST API, integrated through the use of an Adapter com‐
ponent
REST‐API, JSON and/or XML output
First version to be integrated by month 12
C/C++ and PERL, Windows or Linux, Docker
Requires Docker on the host server. Other requirements to be identified. INTEL com‐
patible CPU, 2 cores, 1.6GHz, SSE2, 3 GB DDR3 RAM, 60 GB disk space, Supported OS:
Windows 10, Windows 8, Windows 7, Windows Server 2012 and 2016, all 64‐bit.
Currently using text source data collected by SAIL for other purposes. Data collected by
the MIRROR framework will be needed later for validating the service in the MIRROR
scenarios.
Proprietary (TBD)

Table 4: Topic Detection and Topic Evolution tool (Text Analysis container, WP4)

3.1.2

Visual Media Analysis Components

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role

Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework

SW and HW Requirements
Dataset for testing

License

Visual Media Annotation and Sentiment Analysis
CERTH
None
WP5
D5.1, D5.2, D5.3
This asset will generate image and video concept annotations using MRSCs, sentiment
concepts and other generic concept pools. The annotations will be used for the media
summarization and to provide a deeper understanding of the media content, for search
and retrieval.
1) Concept annotation sub‐component; 2) Sentiment analysis sub‐component
The starting point are the existing video annotation technologies with generic concept
pools, which do not include migration‐related concepts or sentiment concepts
Methods to extend the existing concept pools to MRSCs are being investigated
Remote web service running at CERTH and exposed via REST API. Integrated through the
use of an Adapter component.
REST API (full documentation will be provided). JSON output (output format specification
will be provided later)
First beta version running at the end of month 8. Next version available at month 12.
The service will run on a Windows machine and will be mainly based on Python language
and GPU‐accelerated deep learning frameworks (but the language and runtime details
do not affect the integration as long as they run on a remote machine)
A CERTH server adequately equipped for the task (this will be arranged by CERTH and
does not impose requirements for the overall MIRROR system host platform)
Benchmark datasets are used for evaluating the media analysis methods. Data collected
by the MIRROR framework will be needed later for validating the service in the MIRROR
scenarios.
Proprietary (TBD)

Table 5: Visual Media Annotation and Sentiment Analysis (Visual Media Analysis container, WP5)
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Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework

SW and HW Requirements
Dataset for testing

License

Visual Media Collection Summarization
CERTH
None
WP5
D5.2, D5.3
Summarizes media item collections (text + images + videos + social networks), to facilitate
search and navigation in large media collections
None
The starting point are clustering‐based methods
Started component development
Remote web service running at CERTH and exposed via REST API. Integrated through the
use of an Adapter component.
REST API (full documentation will be provided). JSON output (output format specification
will be provided later)
First beta version available at the end of month 12
The service will run on a Windows machine and will be mainly based on Python language
and GPU‐accelerated deep learning frameworks (but the language and runtime details
do not affect the integration as long as they run on a remote machine)
A CERTH server adequately equipped for the task (this will be arranged by CERTH and
does not impose requirements for the overall MIRROR system host platform)
Benchmark datasets are used for evaluating the media analysis methods. Data collected
by the MIRROR framework will be needed later for validating the service in the MIRROR
scenarios.
Proprietary (TBD)

Table 6: Visual Media Collection Summarization (Visual Media Analysis container, WP5)

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements

Dataset for testing
License

Automatic Speech Recognition
SAIL
None
WP5
D5.1, D5.2, D5.3
Automatises the transcription of speech in audio recordings
Language Model Toolkit (LMT): extension to build custom language models
The starting point are the existing models for 25 languages
The language models are being extended for the migration domain
Probably as Docker image with REST API, integrated through the use of an Adapter com‐
ponent
REST‐API, JSON and/or XML output
First version to be integrated by month 12
C/C++ and PERL, Windows or Linux
Minimum requirements: INTEL compatible CPU, 2 cores, 1.6GHz, SSE2, 3 GB DDR3 RAM,
60 GB disk space, Supported OS: Windows 10, Windows 8, Windows 7, Windows Server
2012 and 2016, all 64‐bit, Java Runtime Environment (JRE) V1.7 or newer for the LMT
feature.
There are several available, but depends on the language (e.g., hub4 evaluation set for
English)
Proprietary (TBD)

Table 7: Automatic Speech Recognition (Visual Media Analysis container, WP5)
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Cross‐media Network Analysis Components

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents

Status at the project start

Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements

Dataset for testing
License

Cross‐media Network Construction
LUSH
SAIL, CERTH, EURIX
WP6
6.1, 6.2, 6.3
The objective of the task is to construct data‐correlation networks for each of the use
case identified in D2.1
1) A component to identify vertices and edges with optional record enhancement; 2) The
network constructor to build the sub‐graph of a record and store it in the graph database;
3) A request server to pull data from the graph database; 4) A graph post processing and
analytics component; 5) A very basic visualisation component.
Previous demonstrative work on extracting large social networks from web archives ex‐
ists, however only some of the concepts from this previous work are exploitable in the
context of MIRROR
We are currently designing the graph schema, while exploring suitable data storage for
the graphs
Remote web service running at LUSH and exposed via REST API. Integrated through the
use of an Adapter component.
REST API (full documentation will be provided). JSON output (output format specification
will be provided later)
First alpha version running at the end of month 8. Next version available at month 12.
Python and possibly some JVM based language, e.g. Java, Groovy. Provided as a web
service (REST API).
Most likely Janusgraph on top of Cassandra and Elasticsearch, spaCy for NLP, Cytoscape.js,
d3js for the visualisation demo. The components will be running on LUSH Linux Servers.
For a small on‐site demo, a single computer with large storage and ram should be suffi‐
cient.
Currently using post‐processed data from SAIL
GPLv3 or similar

Table 8: Cross‐media Network Construction tool (Cross‐media Network Analysis container, WP6)

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements

Dataset for testing
License

© MIRROR

Bias Detection and Reduction
LUSH
SAIL, FOI, K&I
WP6
6.1, 6.2, 6.3
Provides tools for matching topics with news and for detecting, examining, investigating
and reducing bias
1) Refined topic classification component; 2) News matching component; 3) Bias detec‐
tion and reduction service
No previous work available
Preliminary work on bias detection has been done
Remote web service running at LUSH and exposed via REST API. Integrated through the
use of an Adapter component.
REST API (full documentation will be provided). JSON output (output format specification
will be provided later)
First alpha version running at the end of month 8. Next version available at month 12.
Python. Provided as a web service (REST API).
The components will be running on LUSH Linux Servers with GPU resources if required.
For a small on‐site demo, a single computer with large storage and ram should be suffi‐
cient.
Currently using benchmark data provided by SAIL.
GPLv3 or similar
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Table 9: Bias Detection and Reduction tool (Cross‐media Network Analysis container, WP6)

Component Name
Responsible Partner
Contributing Partners
Work Packages
Reference Deliverables
Short description and role
Subcomponents
Status at the project start
Current status
Delivery mode
Main APIs, I/O formats
Plan for integration
Language, runtime framework
SW and HW Requirements
Dataset for testing
License

Evolution of Networks and Communities
LUSH
FOI
WP6
6.1, 6.2, 6.3
This task deals with the evolution of migrants’ networks and their communities over time
1) A component to identify migrant networks; 2) An analysis component.
No previous work available
Remote web service running at LUSH and exposed via REST API. Integrated through the
use of an Adapter component.
REST API (full documentation will be provided). JSON output (output format specification
will be provided later)
First alpha version running at the end of month 8. Next version available at month 12.
Python. Provided as a web service (REST API).
The components will be running on LUSH Linux Servers. For a small on‐site demo, a single
computer with large storage and ram should be sufficient.
Currently using benchmark data provided by SAIL.
GPLv3 or similar

Table 10: Evolution of Networks and Communities tool (Cross‐media Network Analysis container, WP6)

3.2

Framework Middleware and Other Components

Besides the analysis tools described above, the MIRROR Framework will also include other components,
which will be either developed from scratch or implemented using existing technologies. These compo‐
nents will be part of the MIRROR Framework middleware, namely the core of the MIRROR system which
lays between the user applications and the systems in the backend (e.g., remote services, storage compo‐
nents, etc.). The communication with the MIRROR middleware will be API‐based, as represented in Sec‐
tion 2. Other new components not yet included in the current architecture could also emerge during the
evolution of the platform in order to fulfill specific requirements. For such components no fact sheet has
been included here, but such information will be provided in the next WP7 deliverables.
Concerning some aforementioned components such as the Data Collector or the Pseudonymizer (see Sec‐
tion 2), they will be developed by the technical partners in WP7 framework, since they are strictly related
to the overall system implementation.
For other general purpose components, where existing and usable tools could be already available, they
will not be developed from scratch but rather an assessment of candidate technologies will be performed.
This refers for example to the choice of some backbone components such as the Message Broker, the API
Gateway and the tools responsible for authentication and authorization.
The assessment will be performed not only on a technological level, but also taking into account the legal
compliance and societal acceptance requirements from WP3. Hence, the technical partners will provide
required information to WP3 in order to facilitate the assessment from a WP3 perspective and to check for
any constraint or barrier preventing from the adoption of the proposed technology.
Concerning existing technologies and tools to be integrated in the MIRROR system, the candidate solutions
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will be chosen primarily among open source, widely adopted and community supported technologies: on
one hand this will drive the choice towards popular, mature and enterprise‐grade solutions which have
proven to be successful in different production environments, and will be compatible with the expected
TRL levels described in the project proposal; on the other hand, this will provide seamless integration with
the other components and external systems, because these technologies are expected to leverage standard
protocols and data exchange formats, such as JSON, XML, JMS, MQTT and others.
The process of identifying such candidate technologies has already been started within the consortium.
The additional tools and technologies that will be part of the first MIRROR Framework prototype will be de‐
scribed in deliverable D7.3. Some technologies have already been mentioned in the architectural diagrams
in Section 2, but mainly for the sake of clarity, since they could still change in the actual implementation of
the prototype.
It is worth mentioning here that since one of the core ideas behind the architecture design is the loose
coupling among components and a focus on a modular approach, the correct choice of the tool for imple‐
menting the Message Handler will be crucial. The candidate solutions for this component include several
open source tools such as RabbitMQ, Apache ServiceMix and its variations (such as Apache Camel K) and
Apache Kafka. These tools cover a broad range of protocols and integration mechanisms, from the imple‐
mentation of an Enterprise Service Bus (ESB) in the form of a message broker to full‐fledged streaming and
integration platforms. The details about such technologies, the pros and cons concerning their use in the
MIRROR Framework and the final choice will be described in detail in deliverable D7.3.
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Continuous Integration Environment

The proposed approach for the development of the MIRROR Framework is to foster continuous feedback
from the users within the project and from external potential adopters. The project is targeting a sys‐
tem which can be delivered to production environments and actually used. Therefore, the adoption of
Agile methodology, supported by short time‐boxed development cycles, is considered valuable and fit‐
for‐purpose. The DevOps [Kim et al., 2016] practices can be considered the way the Agile development
methods are put into practice when dealing with actual system delivery, providing an environment for the
continuous integration (see [Paul, 2007] and [Humble and Farley, 2010]) of new functionalities in response
to evolving requirements.
In the following Sections we briefly describe the advantages and challenges of adopting an Agile approach
in a project such as MIRROR, the tools to set up the continuous integration environment and other tools
and practices to foster collaboration and continuous alignment of the development team to the identified
high‐priority requirements concerning the MIRROR system.

4.1

Agile Development

The development of the MIRROR Framework will be supported by an Agile approach: more specifically the
continuous feedback provided by the users will provide the direction for the prioritization of the function‐
alities to be implemented. The approach for the collection of user requirements, their prioritization and
their mapping to user stories is described in deliverable D2.1, which provides the input to the initial design
of the framework.
Taking into account the actual context of the MIRROR project, the proposed approach towards an Agile en‐
vironment is twofold. On one hand, the core principles of the Agile Manifesto will be considered and shared
within the consortium, in order to create a collaborative environment inspired by values such as continu‐
ous feedback, delivery of working software in an incremental way, involvement of users during the whole
development phase, positive attitude towards change at any stage of the development and prominence
of human interaction over formal communication. On the other hand, a specific Agile framework and the
related ceremonies could be taken into account. For example, DSDM [Agile Business Consortium, 2019] or
SCRUM (see for example [Sutherland, 2014]) could be candidate methodologies to adopt in the project, but
also some practices from Extreme Programming (XP) [Beck and Andres, 2004] such as Test Driven Develop‐
ment (TDD) could be included. Other practices such as Pair Programming could be helpful in local teams
or for specific situations, such as events focused on integration of technologies or other technical meetings
among partners to address specific problems.
The actual practices adopted in the development of the MIRROR Framework will be documented in deliver‐
able D7.3. In the following we mention a few tools and initiatives which have already been identified within
WP7 to support such an Agile approach.

4.1.1

Remote Working in Agile Software Development

The Agile teams as described in the different methodologies are usually considered as co‐located. Although
co‐location is the gold standard for adopting and fostering the Agile culture in the software development
teams, this is not often guaranteed: remote working is the actual condition for several projects, including
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EU‐funded projects such as MIRROR, where a consortium including several partners has to be established.
Nevertheless, as discussed above, for the delivery of the project outcomes some Agile ideas such as constant
feedback from the users, informal communication, adaptation to changing requirements or priorities and
in general keeping the whole development team aligned with the project priorities will be crucial.
Several studies have been conducted so far discussing how to preserve the core values of Agile development
in remote working environments. Recently a comprehensive review of such studies has been proposed by
the Agile Business Consortium (see [Agile Business Consortium, 2019], [Agile Business Consortium, 2018]
and references therein). The remote working can be split into three different categories: distributed (dif‐
ferent co‐located sub‐teams in different places), dispersed (individuals distributed in different places) and
hybrid (a large co‐located team with a number of remote workers).
The MIRROR development team falls mainly under the first category: a distributed team where each sub‐
team can be identified with the co‐located development team from each partner in the consortium. The
concept of development team mentioned here must be considered in an Agile way: not only members
directly involved in the software development, but also those acting as users, product owners (potential
future adopters of the MIRROR system) and in general anyone in the consortium who can be considered a
project stakeholder.
According to [Agile Business Consortium, 2018], the key challenges are related to communication, collabo‐
ration and coordination, which are affected by the spread of the teams across different locations. Moreover,
common challenges include time zone and cultural differences, visibility of priorities and requirements, risk
of inconsistent information being exchanged and difficulty in meetings with remote workers. A number of
positive steps to overcome such challenges is proposed in [Agile Business Consortium, 2018], they will be
taken into account for continuous improvement during the project.

4.1.2

Continuous Feedback and Time‐Boxing

Two core values proposed basically by any Agile methodology are time‐boxing and continuous feedback:
the former reflects the idea of short development cycles with incremental changes and delivery of a new
working software release; the latter considers the feedback collected by the users after each cycle has the
primary driver for the development, in order to focus on prioritized requirements for the next iteration.
Taking into account the considerations reported in the previous Sections, the first agreed practice is the
scheduling of regular conference calls where the members of the development team and users represen‐
tatives will discuss about the status of development, any issues, opportunities to improve or new require‐
ments which are identified through the usage and test of the system (continuous feedback).
The result of this review will be converted into issues in a dedicated dashboard, which will be accessible to
all team members: the issues will include information such as the description of the change to be imple‐
mented (bug, improvement, new requirement, etc.), the addressee of the issue, any deadline or milestone
associated to the issue and above all the priority level on a given scale. This will provide at any time a de‐
tailed and actual view of the status of the development and which tasks have to be implemented during
the current development cycle (time‐boxing).
In addition to this, a way to represent estimates will be defined: this could be included in the issue descrip‐
tion or may be defined in a dedicated label, such as issue complexity (e.g., a low complexity issue could
require one day to be implemented, for a high complexity issue it could take a whole week). Another valu‐
able side effect of this approach is that the team is aware of the high priority tasks to focus on during the
© MIRROR

Page 29 (of 35)

MIRROR

Deliverable 7.1

current iteration and when certain functionalities will be approximately available to the users.
Even if the approach discussed above includes several aspects in common with the SCRUM methodologies
and in particular with the Sprint meetings, it should be taken into account that other parts of the method‐
ology such as Refinement meetings, Retrospective and Stand‐up meetings cannot be easily implemented
in a distributed team. Hence, we cannot say that SCRUM will be the adopted methodology. It will rather
be an evolutive process where the MIRROR team will find its own way to Agile.
Concerning the prioritization of the tasks, several techniques could come at handy, such as MoSCoW: this
technique is heavily used for example in DSDM methodology, allocating almost all the time on Must‐have
requirements but leaving some room for Should‐have or Could‐have requirements, in case the development
is running smoothly. In this case the user is aware that high‐value functionalities will be guaranteed in the
next release and could expect some extra functionalities. The priority of the different tasks can of course
change after each iteration based on feedback.

4.1.3

Collaborative Tools

In order to overcome the challenges related to remote working, besides the overall project coordination
and the Agile development described above, even IT tools could help. In particular a shared IT infrastructure
providing communication tools (phone, video conferencing, email, chat, ...) and a solution to share project
priorities and keep track of the progressing work and of emerging issues can help mitigate the problems
of such a distributed team. These tools must be agreed among all team members and obviously made
accessible to all people involved in the team.
In order to avoid proliferation of tools and also to fulfill the constraints in terms of security and privacy,
two tools have been identified to support the Agile development: GitLab [GitLab, 2019] and Mattermost
[Mattermost, 2019]. The former is hosted at LUSH premises and is used in the project to share code, docu‐
mentation and other confidential information. The access is restricted to project members and the whole
structure of the repository is split in different groups, one for each WP. For some WPs it will mainly be used
to share documents, whilst for the technical WPs it will also be used for code. In addition to the Source
Code Management (SCM) functionalities, it also provides an integrated dashboard which supports all the
requirements described before for managing issues, deadlines, and milestones. The GitLab dashboard will
therefore be used as the Agile dashboard (such as a Kanban or SCRUM board).
Moreover, in order to facilitate fast and effective communication among the technical team members during
the development, another tool will be used as a chat and collaboration platform, namely Mattermost. This
is well integrated with GitLab and is also deployed at LUSH premises. In particular, Mattermost enables the
creation of specific channels (chat rooms) where only interested members can be invited.
The choice of the collaborative tools has been limited to those mentioned above, in order to simplify the
overall communication. Moreover, compared to other similar existing tools, Mattermost and GitLab can be
installed locally, so no data are shared on external servers or in the cloud. These two tools are also open
source and the corresponding client applications are available for free for all platforms.

4.2

Continuous Integration Pipeline

Continuous Integration, Continuous Delivery and Continuous Deployment, depicted in Figure 8, are differ‐
ent DevOps practices and are currently the most widely accepted choice to shorten software development
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and delivery cycle time (see [Paul, 2007] and [Humble and Farley, 2010]). They are often represented as
pipelines to emphasize the sequence of steps, even if they are rather iterative processes in the software
lifecycle.
The most important is probably the Continuous Integration, because this practice represented, in the past
years, a real paradigm shift in software development, since it is the practice of merging all developers’
working copies to a shared mainline several times a day through an automated process which includes also
automation of building and testing before accepting the changes. It provides a natural way to incremental
and collaborative work, since all members in the development team are always aligned with the current
version of the code and can rely on it to apply further changes, since it has passed the build and test phase.
Of course the level of automation and the broadness of tests can vary and be improved over time.
The other two practices push this approach forward: the Continuous Delivery adds a manual step to push
the code to the production environment with the idea that code can be released to production at any
time; the Continuous Deployment automates the deployment to production phase and relies on a solid and
comprehensive testing phase. The three practices together make members from the development team
and from operations work closer, so the time required to push new features to production dramatically
reduces.

Figure 8: Software lifecycle phases for Continuous Integration, Delivery and Deployment

In the context of the MIRROR project, the Continuous Integration environment will be primarily used to
continuously integrate new functionalities into new MIRROR system releases in an incremental way, for
testing and collecting feedback from the users: between two major releases, intermediate releases will be
delivered with incremental updates, during the whole project duration.
The Continuous Delivery pipeline will be used to deliver new releases for the testing and production envi‐
ronments and in preparation of the pilots, deploying the MIRROR system to the different production envi‐
© MIRROR
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ronments where the pilots will be run. The Continuous Deployment could be considered in the last phase
of the project or for future exploitation of the MIRROR system beyond the end of the project.
The following tools will be used in MIRROR for implementing the Continuous Integration pipeline:
• GitLab [GitLab, 2019]: an SCM system based on Git, supporting versioning functionalities such as
branching and tagging, which can be integrated into a CI/CD pipeline using webhooks
• Jenkins [Jenkins, 2019]: an automation server implementing Continuous Integration and Delivery
pipelines to reliably build, test, and deploy software, with a huge ecosystem of extensions (plugins)
to integrate with the most important software development tools
• Artifactory [JFrog, 2019] : a binary repository which provides advanced functionalities for implement‐
ing different repository types and can be used to manage software releases in a continuous integra‐
tion environment
• Rundeck [Rundeck, 2019]: an engine for self service operations, to automate DevOps tasks and de‐
ploy code on remote systems
• Ansible [RedHat, 2019]: an automation tool used for provisioning, configuration management, and
application deployment, based on the concept of playbooks (recipes to automate provisioning and
configuration on large scale)
These tools will be operated on dedicated resources managed by project partners. They are open source
solutions, based on rock‐solid technologies and supported by active communities, hence they will also pro‐
vide an enterprise‐grade infrastructure for future exploitations.
Further details about the implementation of the Continuous Integration environment will be provided in
deliverable D7.3. Other technologies which will be used for the deployment, such as Containers or Virtual‐
ization, will also be discussed in D7.3.
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Conclusion

In this deliverable the MIRROR framework architecture has been described, giving an insight on its main
building blocks, mainly at the C4 model Container level. For some containers (i.e. the API Gateway, the
Data Manager and the analysis tools containers) it was already possible to provide a more fine‐grained
description at the C4 model Component level.
Great attention has been paid to the handling of data security and privacy, following a security‐by design
approach. The main impacts are:
◦ the use of a MSA architecture, where each microservice:
• handles its task in an isolated environment and exchanges messages on dedicated topics;
• accesses messages and data storage via a dedicated REST API with encrypted data transport,
token‐based authentication and authorisation mechanisms in place.
◦ the application of data pseudonymisation early in the data management workflow and the act of
keeping sensitive data in a separate, secure storage.
In addition, a collaborative working framework based on the Agile methodology has been outlined and
will pave the way for the forthcoming development and release cycles. This will be done leveraging the
continuous integration and deployment technologies that have been presented.
The next steps will be:
1. Identification of the set of functionalities to be included in the first working prototype to be delivered
(project month 14), following the feedback provided by users.
2. Extension and improvement of system design at the component level, with the identification of data
processing workflows.
3. Development of the different components and their continuous integration and deployment.
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